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Maximum Likelihood Estimation Introduction

 Bayesian Decision Theory shows that we could design an
optimal classifier if we knew:
• P(i) : priors
• p(x|i) : class-conditional densities

Unfortunately, we rarely if ever have this kind of complete
knowledge about the probabilistic structure of the problem

• only training data is available to design a classifier

 To simplify the problem, some parametric form could be
assumed for the conditional densities and estimate these
parameters using training data.



Maximum Likelihood Estimation General Principle

First, we separate a collection of samples according to class, so
that we have c sets, D1, ...,Dc, with the samples in Dj having been
drawn independently according to the probability law p(x|ωj).

• independent identically distributed i.i.d. random events
Then, We assume that p(x|ωj) has a known parametric form:

• determined uniquely by the value of a parameter vector θj.
p(x|ωj)∼N(µj,Σj) p(x|ωj)  p(x|ωj,θj)
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 Assumption: p(x|ωi) is a normal density N(µi,Σi). we do not
know the exact values of these quantities.

 Simplify the problem from one of estimating an unknown
function p(x|ωi) to one of estimating the parameters µi and Σi.



Maximum Likelihood Estimation General Principle

Our problem is to use the information provided by the training
samples to obtain good estimates for the unknown parameter
vectors θ1, ...,θc associated with each category.
• the parameters for the different classes are functionally independent.

Suppose that sample set D contains n i.i.d. samples, x1,x2,...,xn:
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Likelihood of θ with respect to 
the set of samples
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The ML estimation of θ is, by definition, the value �� that
maximizes p(D|θ): best agrees with or supports the actually
observed training samples
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Maximum Likelihood Estimation General Principle

If the number of parameters to be set is p, then we let θ denote the
p-component vector θ=(θ1, ..., θp)t, and ∇θ be the gradient operator
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We define l(θ) as the log-likelihood function:
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a set of necessary conditions for the maximum 
likelihood estimate for θ can be obtained from



General Principle

 The Gaussian Case: Unknown µ
Under this condition, we consider a sample point xk and find

Maximum Likelihood Estimation Example

Suppose that the samples are drawn from a multivariate normal 
population. 

p(x|)  N(µ, Σ)

ln �(��|�) = ln �(��|�) = −
1

2
ln(2�)� Σ −

1

2
�� − � ���� �� − �

��ln ��� � = ��� �� − �

� ��� �� − �� = 0

�

���

�� =
1

�
� ��

�

���

arithmetic average of the
training samples!



Maximum Likelihood Estimation Example

Consider first the univariate case with θ1=µ and θ2=σ2

 The Gaussian Case: Unknown µ and Σ
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In the more general (and more typical) multivariate normal case,
neither the mean µ nor the covariance matrix Σ is known.
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Maximum Likelihood Estimation Bias

ℇ
1

�
� �� − �� �

�

���

=
� − 1

�
�� ≠ ��

The maximum likelihood estimate for the variance σ2 is biased;
that is, the expected bias value over all data sets of size n of the
sample variance is not equal to the true variance:

In practice, however, it is usually not possible to obtain an analytic
form solution for the MLE estimate, especially when the model
involves many parameters and its PDF is highly non-linear.

• optimization algorithms.

 The Gaussian Case: Unknown µ and Σ
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SimplexMaximum Likelihood Estimation

Simplex is a simple optimization algorithm seeking the vector of
parameters corresponding to the global extreme (maximum or
minimum) of any n-dimensional function F(x1, x2,..,xn), searching
through the parameter space ("search area").

For example, The 2-dimensional simplex starts with 3 observations of the
system obtained with 3 different (1, 2) parameter settings ("guesses"). These 3
observations correspond to the vertices of a triangular constituting the 1st
simplex.
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Maximum Likelihood Estimation Simplex

1. The position of centroid (point CEN in the
midway between points B and NB) is calculated.

CEN

2. A reflection (vs CEN) of the worst- response
point W is performed and the response RR of
the reflected point R is evaluated.

R

3. If the RR is better than RW but no better
than RB, then a new simplex is formed by
replacing W with R. The process is repeated
from step <1> with the new simplex.

4. If the response RR is even better, i.e. better than RB this is an indication that
simplex is moving in the correct direction, therefore an extension to point E is tried (E
is twice as far from CEN as R in the same direction).

E

5. If the response RE is better than RR then W is replaced with E, otherwise W is
replaced with R. The process is repeated from step <1> with the new simplex.

6. If the initial reflection fails (RR<RW) then a contraction is performed. The 
contracted point C replaces W. The process is repeated from step <1> with the new 
simplex.

C



Maximum Likelihood Estimation Simplex

http://www.maplesoft.com/view.aspx?SI=4289/simplexopt112.gif



Maximum Likelihood Estimation

Newton Raphson Algorithm

Simplex

Homework

Simulate a bivariate Gaussian distribution. 
Write a program to estimate specified mean and covariance 
matrix using MLE and Simplex method. 



Gaussian mixture model Introduction

An alternative way to model an unknown p(x) is via a linear
combination of density functions in the form of

x

A Gaussian mixture model is a weighted sum of M component
Gaussian densities as given by the equation,
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An alternative way to model an unknown p(x) is via a linear
combination of density functions in the form of

x

Gaussian mixture model Introduction
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This modeling assumes that each
point x may be “drawn” from any of
the M model distributions with
probability Pj ,j=1,2,...,M.

the unknown parameters enter the
maximization task in a nonlinear
fashion; thus, nonlinear optimization
iterative techniques have to be adopted



Gaussian mixture model Introduction

Soft clustering: Every point belongs to several clusters with certain
degrees



Nonparametric Density Estimation Introduction

• In many practical situations, simple parametric models do not
accurately explain the physical processes.

• Employ the more sophisticated nonparametric density-
estimation techniques

• No assumptions about the forms of the PDFs, except the mild 
assumption that PDFs are smooth functions

• The Parzen-window method is a widely used non-parametric
approach which doesn't require any knowledge or assumption
about the underlying distribution



Nonparametric Density Estimation Parzen Window

 A popular application of the Parzen-window technique is to
estimate the class-conditional densities p(x|i)

 The basis of this approach is to count how many samples fall
within a specified region Rn

The probability of a sample x being located in a bin can be
estimated for each of the bins



Nonparametric Density Estimation Parzen Window

In the multidimensional case, instead of bins of size h, the l-
dimensional space is divided into hypercubes with length of side h
and volume hl

Let xi ,i=1, 2,...,N, be the available feature vectors

ϕ defines a unit hypercube centered at the origin (window function) .

ϕ can be defined as a smooth functions (eg. Gaussian function)



Nonparametric Density Estimation Parzen Window

the unknown pdf is approximated as an average of N Gaussians,
each one centered at a different point of the training set.




